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Introduction

I thought I knew .NET and the CLR pretty well until I started to read CLR via C#, 2nd Edition, by Jeffrey Richter.  To capture all the awesome insights for review at a later time, I began taking notes, primarily in my own words.  These notes grew into the study guide presented below.  My purpose in posting this document is to share with the .NET developer community what I gained in consuming Jeffrey’s book.  I hope you find an opportunity to put this study guide to good use.
Now a word about me: I have been a software engineer for over 20 years, developing for Windows starting with v3.1 and building applications on the .NET platform – Windows Forms, Web Forms, and Web Services – since v1.1, all in a diverse array of industries.  I started Ivden Technologies, Inc. back in 1990 to develop and market developer and productivity tools, an interest I still pursue.
Contact me at: phil@ivden.com
Chapter 1. The CLR’s Execution Model

NGen can reduce an application’s working set by enabling assembly sharing.  Using it on an assembly that will probably be loaded simultaneously in multiple processes will allow a single pre-compiled instance to be memory mapped into each client process’s memory space.

Rebasing assemblies is important with NGen because loads can be very slow if assemblies cannot be loaded at their statically compiled preferred base addresses.

NGen does not make as many assumptions about the runtime environment as the JIT compiler, e.g., the available CPU instruction set.  Hence, the native code may not be as optimized for execution speed as JITted code.  See pp. 19-22.
Chapter 3. Shared Assemblies and Strongly Named Assemblies
A public key token is a 64 bit hash of the publisher’s public key.  This is used for a more compact representation.  The token is primarily what developers or end users see, but trust decisions are always made by the CLR using the full public key.
Assembly signing involves hashing the contents of each file and inserting the hash value into the file’s record in the FileDef metadata table contained in the manifest.  The default hash algorithm is SHA-1.  It can be overridden on the assembly linker command line or by use of the Relection.AssemblyAlgorithmID attribute, but SHA-1 is the strongest known hashing algorithm – exhibiting minimal collisions.
The entire contents of the module (PE file) containing the manifest, except for a few critical parts, are hashed, always with SHA-1.  This hash is signed with the publisher’s private key.  The resulting RSA signature is stored in a reserved location of the PE file and the CLR header updated to point to it.  The publisher’s public key is embedded in the AssemblyDef metadata table contained in the manifest.
Strongly named assemblies are verified for authenticity on being installed in the GAC or at runtime if privately deployed.  Verification consists of using the publisher’s public key to reverse RSA signing of the PE file’s hash, rehashing the file’s contents and comparing the values.  If these values agree, the public key is paired with the private one used to perform the original hash and the file contents were not tampered with.  Similarly, the hash value of each additional assembly module is regenerated and compared with the hashes stored in the FileDef table.  See Fig. 3-2, P. 71

See pp. 70-73.

The CLR makes an exception to the strong named assembly binding rules.  An assembly that references .Net Framework assemblies always binds to the version that matches the running CLR’s version.  This is called unification and ensures that only one consistent version of the .Net Framework assemblies are used by an application.  See Fig. 3-6, P. 87.

The runtime/assemblyBinding element offers great flexibility in controlling binding through the following sub-elements:
codeBase directs the CLR to load a strongly named assembly from a specified

URL or load a weakly named assembly from a specified folder, perhaps for

sharing by several applications.
probing directs the CLR to load a weakly named assembly from a subfolder

under the app base folder specified by the privatePath attribute.  If no CodeBase

element is present, the CLR will load a strongly named assembly from this

subfolder as well.
bindingRedirect directs the CLR, when looking for an assembly with a specified

version number or within a range of version numbers to load an alternate version

of the assembly instead.

publisherPolicy if set to “no” directs the CLR to ignore publisher policy installed

in the GAC by the assembly’s publisher.  If “yes” or omitted, the CLR reads the

publisher policy and applies any redirections.  If both types of redirections apply,

those specified by bindingRedirect are applied before those specified by

publisherPolicy.  See pp. 91-93 for procedure to create a publisher policy.

Chapter 4. Type Fudamentals

The C# using directive can be used to disambiguate symbols with the same name in different namespaces, when using directives are employed to permit shorthand references to types in those namespaces.  For example:

using Microsft;

using Wintellect;

using WinWidget = Wintellect.Widget;

using MicWidget = Microsoft.Widget;

Each reference type object contains overhead fields:

a pointer to an instance of the applicable Type object


a sync block index

Static fields are allocated in the associated type object and pointers to the methods are stored in records of the type object’s method table.

The synch block index is an index into an array of data structures modeled on the Windows CRITICAL_SECTION structure.  This array is a pool efficiently managed by the CLR.  See Chapter 24, beginning on P. 630.

Whether static, virtual, or non-virtual, a method is invoked after retrieving a pointer to the method’s code from the type object’s method table.  In the static case, the type object associated with the type that defines the static method is located and used.  In the non-virtual case, the type object associated with the variable’s type is used.  In the virtual case, the type object associated with the object’s actual (derived) type is used.  This is a little more time consuming.  See pp. 112-114.
Chapter 5. Primitive, Reference, and Value Types

In C#, overflow checking is turned off by default.  Use the /checked+ compiler switch to turn on overflow checking globally.  This impedes performance and may cause exceptions to be thrown when overflow is acceptable, as in certain cryptographic calculations.  Turn off overflow checking locally by using the unchecked() operator.  Use the checked() operator instead to turn overflow checking on locally as needed.  Use the checked and unchecked statements – syntactically like a using block as a more readable alternative.

Best practice:

Use checked wherever unwanted overflows might occur.

Use unchecked wherever overflows are acceptable.

Use the /checked+ switch for debug builds to flush out bugs.
In C#, the “new” operator need be used to instantiate a value type object.  After all, it is not being allocated from the managed heap.  However, if new is not used, the compiler “thinks” the object’s fields have not been initialized and prevent access before being explicitly initialized.  See p. 126.

All value types – types derived from System.ValueType – are sealed.  This includes primitive numeric and structure types, enumerated types, and custom structure types.  Since a value type is sealed, the CLR can invoke the type’s virtual method overloads non-virtually since polymorphism is not possible.  Actually, it makes method calls directly.  The overhead fields of reference type objects are not present in value type objects.  Value type objects are intended to be simple and small and to exhibit minimal, if any behavior.  Value type objects are allocated on the stack and when freed, are not notified by a finalizer call.  See comparison with reference type objects on p. 127.
An in-depth survey of boxing and unboxing, the implications, and how to minimize these operations, begins on p. 129.
System.Object has a poor implementation of Equals. See p. 145.  For reference objects, to test for identity, always call ReferenceEquals, a static method implemented on System.Object, that tests equality of 2 references.
System.ValueType overrides System.Object.Equals with a correct implementation.  However, it uses reflection to identify all the fields of the derived object to be compared for equality and is, therefore, slow.  To improve performance of your value types, override Equals.  The essential characteristics are that Equals must be:

reflexive

symmetric

transitive

consistent

You should implement the type safe Equals method on the generic System.IEquatable<T> interface.  If you do, implement the Equals method that takes an object to call the type safe Equals and override == and != operators to also call the type safe Equals.  See p. 146.
If you override Equals, you must also override GetHashCode.  The C# compiler issues a warning otherwise.  The reason it is important is to ensure that objects considered as equal have hash codes that are also equal.  This is assumed by the Framework Class Library collection classes Hashtable and Dictionary.  System.ValueType’s implementation is not bad, but it uses reflection to identify fields to use in calculating the hash, which is slow.  You should override with a custom implementation.

See pp. 147-149.
Chapter 6. Type and Member Basics
Friend assemblies allow one team to develop an assembly that other teams can use while retaining internal visibility of its types to prevent public access.  Applying the InternalsVisibleTo attribute defined in the System.Runtime.CompilerServices namespace, at assembly scope, the internal types and internal members can be accessed by the specified assemblies.  A C# friend assembly must be compiled with the /out:<file> switch so the compiler can determine that it is a friend.  Likewise, if compiling an individual C# module using the compiler’s /t:module switch, it is necessary to also use the /moduleassemblyname:<string> switch to identify the assembly to which the module will be linked.  See pp. 157-158.
Multiple method overloads with the same parameter list, but different return types is permitted by the CLR, but the only language that support this feature is IL assembly language.  Actually, C# conversion operators take advantage of this because they need to take an object of a given type and return its equivalent as any number of different types.
Flags are stored in an assembly’s MethodDef tables for each method to indicate whether it is static, virtual, or non-virtual.  The IL instructions for invoking methods are call and callvirt.  The callvirt instruction is slower because it checks the object on which the call was made for null.  The call instruction does not need to perform this check, because it relies on the type of the variable used to make the call, whether it is a static a non-virtual instance method call.  The callvirt instruction needs to locate the type object associated with the object on which the call is made.  Therefore, it has to be checked for null.
The C# compiler emits callvirt for calls to all instance method, even non-virtual ones.  It was felt that a null object should never be used to make an instance call, even if the instance method does not rely on instance fields.  Of course, such methods should probably be static, in which case the more efficient call instruction would be emitted.

The callvirt instruction emitted for a non-virtual method is JIT compiled to call the method non-virtually because the MethodDef flags indicate that the method is non-virtual and the CLR shares this info with the JIT compiler.
Be careful changing a non-virtual method to virtual.  Client code may need to be recompiled if it is not written in C# because the compiled client code may contain call instructions, which would result in the method being called non-virtually.

Most compilers emit call instructions for value type methods, even virtual ones.  A value type’s virtual methods can be called non-virtually since the type is sealed and no polymorphism is possible.  Also, a value type instance cannot be null.  Therefore, the call instruction’s avoidance of null checking is appropriate.  This improves the efficiency of making calls to virtual method overrides on value types.  Finally, by calling it non-virtually, boxing the object to get a pointer to its type object is avoided.
When designing a class, minimize the use of virtual methods because:
They are slower to call.

They cannot be inlined by the compiler, making them even slower.

They cede control to derived types, making versioning difficult.

Instead of a set of overloads all being virtual, make the one with the richest set of parameters virtual and the remaining overloads non-virtual.  See pp. 165-168.

Mark your new class as sealed unless it is imperative that classes must be derived from it.  It can be “unsealed” in the future if necessary without harm.  If sealed, the JIT compiler will produce code that calls methods, even virtual method overrides, non-virtually. An unsealed class’s state can be corrupted by a derived class because it can manipulate its protected fields.  If you must allow for derived classes, mark all of your virtual method overrides as sealed so that behavior cannot be changed by a derived class and mark all fields as private, the C# compiler’s default.  Also, mark the class as internal unless it must be accessed by client code other than specific friend assemblies. Internal is the C# compiler’s default class visibility.
Chapter 7. Constants and Fields

A constant is stored in the metadata of the assembly in with the containing type is defined.  Constants are efficient.  No dynamic memory allocation is required.  Constants are embedded directly in the IL code wherever a reference is made, including client code.
This creates a versioning problem, though.  Client code must be recompiled when a constant’s value changes.  It is preferably to use a public static readonly field whose value is allocated at runtime.  This approach also has broader application.  Any type can be declared as this type of field, whereas only primitive types can be used to define a constant.  Note that if a reference type variable is marked as readonly, the reference cannot be changed to refer to another object.  However, the object it references can be changed.  See pp. 177-181.

Chapter 8. Methods: Constructors, Operators, Conversions, and Parameters
For reference types, a default parameterless constructor that calls the base class’s parameterless constructor is emitted by the compiler.  All fields are automatically initialized to zero or null.
C# offers inline initialization syntax.  The compiled code initializes the field and calls the parameterless constructor to complete the initialization.
One constructor can call another in C# by use of the “this” keyword, as in the following:
public Point()

{

m_x = 100;

m_y = 100;

m_label = String.Empty();

}

public Point(String label)
{

this.Point();

m_label = label;

}

A default parameterless constructor is not emitted for a value type because a value type is always constructed at the point of declaration and all of its fields initialized to zero or null.  The CLR does not automatically perform this initialization for value type objects instantiated on the stack, but the compiler for C# and all languages that emit verifiable code emit the code to perform this initialization.
A value type’s instance constructor is executed only when explicitly called, for instance in a containing reference type’s constructor.  Even an explicitly provided parameterless constructor will not be called automatically to initialize value type members of a reference type object.  It must be called explicitly.
To avoid the confusion this behavior can induce, especially among C++ developers, C# prevents definition of a parameterless constructor for a value type.  As a result, C# also disallows inline initialization in value types.

If you define a constructor for a value type that takes parameters, you must initialize every field.  If not, the compiler will throw an error to ensure that no code reads a field before being written.  See pp. 185-189.

A type constructor is marked private by default and the C# compiler ensures that no access modifier is applied.  Only the CLR invokes it.  Do not define a type constructor on a value type.  The CLR will not always call it.
The CLR guarantees that a type constructor is JITted and executed no more than once per AppDomain.  In case of multi-threaded access to a type, it uses locking to ensure only one thread actually invokes the type constructor.  This makes a type constructor an ideal method within which to initialize a singleton object.  See pp. 189-190.
Inline initialization syntax is available for static fields as for instance fields.  Even a value type can use inline initialization for static fields.
Always avoid writing any code that requires type constructors to be executed in a specific order.  You cannot guarantee the order in which the CLR will invoke them.  Also, avoid circular dependencies among type constructors, e.g., a class whose type constructor references a class whose type constructor references the first class.  The CLR cannot guarantee correct behavior.  See pp. 191.
Note that types are unloaded only when the AppDomain shuts down.  To intercept this shutdown, register a delegate for the System.AppDomain.DomainUnload event.
See p. 192.
Inline initialization of static fields is preferable to defining an explicit type constructor.  The inline approach results in the BeforeFieldInit metadata flag being store in the TypeDef metadata table.  The explicit type constructor approach causes the Precise flag to be stored instead.  Precise semantics assume that an explicit type constructor may need at a precise time because of its possible side effects.  BeforeFieldInit semantics assume that the CLR can perform the static initialization any time before the static fields are read.  BeforeFieldInit semantics result in faster initialization by a factor of 3-4!  If you do not have any important work to do during type initialization, use static field initialization and do not define a type constructor.  See pp. 193-195.
Operators are not a CLR construct.  C# and other languages are free to define operator syntax and emit code defining and invoking the methods to which the operators resolve.  C# emits methods with names with the following format: op_<Operation>, e.g., op_Addition.

See Tables 8-1 and 8-2 for all the operators supported by C#, the names emitted by the compiler, and the Common Language Specification (CLS) names suggested for language interoperability.
The core numeric types of the Framework Class Library do not define operator overloads.  Method calls for these common operations would hurt performance substantially.  Compilers emit code that directly manipulates the values of these types. See pp. 195-198.

Conversion constructors, as in C++, are simply constructors that take an instance of a different type as an argument.  Conversion methods are simply methods on source types that return an instance of a target type.  By convention, these methods are named ToXxx, wher “Xxx” is the target type name, as with ToString, defined as a virtual method by System.Object.
Beyond this, casting from a source to a target type can be enabled by defining conversion operator overloads.  The CLR requires that they be static and public.  The compiler for C# and other languages requires the type in which the operator is defined to be either the parameter type or return type of the operator method.
The syntax is either:
public static explicit operator <TargetType>(SourceType>);

or
public static implicit operator <TargetType>(SourceType>);

Explicit requires an explicit cast.  Implicit allows casting without use of the cast operator.  Use the explicit keyword if the cast may result in loss of precision or magnitude.

See pp. 199-201.
The CLR and C# accept overloads that differ only in the use of the out or ref modifier.  The out and ref modifiers are treated as identical in this regard because from the CLR’s perspective, they are the same.  See pp. 202-204.
Objects passed by reference to a method must be of the same type that the method’s argument is declared to be.  To achieve polymorphic behavior of a method that takes a base class instance, upcast the argument to the base class type before invoking the method.  Defining the method as a generic method that which takes a generic parameter may also achieve the desired result.  Note the generic Exchange and CompareExchange methods of System.Threading.Interlocked.  See pp. 206-207.
When defining a method that has a variable length parameter list, alleviate the performance hit by also defining overloads that have explicit parameter lists of lengths likely to be used.  The method that has the variable length parameter list should just be for the unusual case.  See p. 210.
The CLR does not support const parameters or methods as C++ does.  Reasons include complexity of enforcement, runtime performance, and the ability to circumvent const guarantees.  One can create an immutable class, like String, by defining no methods that change an instance’s state.  See p.212.
Chapter 9. Properties
There are numerous problems with properties, stemming from the fact that they appear to a programmer as a field, but can have any behavior with which the class developer chooses to endow it.  See pp. 217-218.
The indexers offered by C# – array like accessors – are implemented via parameterful properties.  Parameterful properties can have one or more parameters, but indexers have exactly one parameter – the index.

An indexer property uses the “this” keyword as its name.  The syntax of the header of an indexer property is:

public <ReturnType> this[<IndexDataType> <IndexVarName>]

Although the CLR supports static parameterful properties, C# does not support static indexers.

The C# compiler emits get_Item and set_Item methods for indexer properties.  Since the indexer syntax does not provide for specifying an indexer name, the name Item is used.  You can replace Item with a more meaningful indexer name for invoking from other languages by marking the indexer property definition with the IndexerName attribute defined in the System.Runtime.CompilerServices namespace.  String.Chars[] is an example.

When defining multiple parameterful properties in a language that supports them, one must be selected as the primary one and marked with the DefaultMember attribute.  This is the only one C# code will be able to invoke.  To invoke a parameterful proerty from a language that does not support them, you can use the System.Reflection.PropertyInfo class to get the accessor and invoke it.  See pp. 218-223.
In addition to the “hidden” behavior problem mentioned above, performance also dictates that only simple properties that provide access to private fields should be defined.  Invocations of simple property accessors are inlined by the JITter, avoiding the overhead of a method call.  This inlining is not done when a debugger is present to make debugging easier.  See pp. 223-224.
Also note that a method is preferable to a property if thread synchronization is required and property invocation is very slow in remote scenarios.  Always define methods, rather than properties, on classes derived from MarshalByRefObject.  See p. 218, top.

Fine control of access to properties is provided by the ability to assign access modifiers to both the property and its methods.  For instance, to achieve a property offering a public accessor and protected mutator, so only the base and derived classes can set its value, the following syntax is used:
public <Type> <Name>

{
get { return <member>; }

protected set { <member> = value; }

}
Chapter 10. Events
Two essential things must be done in your event raising method.  First, to avoid threading issues, it must make a temporary copy of the event field.  Second, it must test the event field’s copy for null.  If null, no delegates are in the underlying delegate’s invocation list.  Otherwise, invoke the copy.  See p.229.

The event is a syntactic construct that wraps the use of delegates for notifications.  The C# compiler takes the event declaration and emits code declaring an instance field of the specified delegate type and implementing thread synchronized add_ and remove_ methods for adding a new delegate to the invocation list and removing one from the list.  It also translates uses of the += and -= operators on the event to invocations of the add_ and remove_ methods.  The C# compiler requires use of the operators.
The C# compiler achieves the thread synchronization on the add_ and remove_ methods by marking them with the MethodImpl(MethodImplOptions.,Synchronized)] attribute.  Unfortunately, this causes code to be emitted that use the object itself (or type if the event is static) as a lock.  This has two problems:

The first is a scalability problem.  If many events are exposed and many threads

are concurrently registering and/or unregistering for notifications, they all use the

same synchronization object and can wait a significant amount of time.

Second, it violates the guideline that locks should taken on private objects so they

are not vulnerable to external manipulation.  For instance, reassigning a

synchronization object reference to a new object instance could wreak havoc.
This is exacerbated by a bug in the CLR that causes the synchronization object to

be shared across AppDomains if the type is loaded domain neutral.
To get around this problem, implement your own add and remove methods.  After the line declaring the event field, add braces and within them add the methods as in the following example, similar to defining the methods of a property:

{

add

{

lock(m_eventLock)

{

m_event += value;

}



}

remove

{

lock(m_eventLock);

{

m_event -= value;

}

}


}

See pp. 230-237.
Chapter 11. Chars, Strings, and Working with Text
Char exposes the instance method GetNumericValue.  If the character encodes a non-negative number, the method returns the number.  Otherwise, it returns -1.  See p. 242.
The easiest and most efficient way to convert a Char to the underlying numeric value, i.e., the code point it encapsulates, is to perform a cast operation to the desired numeric type.  The methods of the System.Convert class that convert a Char are less efficient and check for overflow and throw an OverflowException if detected.  Char and the numeric types defined in the FCL implement IConvertible.  However, using its methods forces the value type to be boxed so as to access the IConvertible type object’s MethodDef table, making this the slowest technique.  See pp. 242-244.
When constructing a String object from a literal, you cannot use the “new” operator.  The literal is stored in the assembly’s metadata and the CLR has an efficient way of constructing and initializing the object.  See pp. 244-245.
For portablility and readability, use Environment.NewLine instead of hard coded carriage return and new line strings.

String objects are designed with performance as a primary goal.  They are immutable, primarily for performance reasons.  No thread synchronization is required to access its unchanging contents.  A secondary benefit of immutability is that string operations always return a new modified string, allowing you to chain several methods in sequence and never affect the contents of the original string.  If you need to retain the modified string for later use, you must store the results of an operation in another string variable.
Also, the String class is sealed for performance reasons.  The CLR directly accesses a string’s fields based on knowledge of its memory layout.  The class is sealed to prevent a derived class from changing this layout.  See pp. 246-247.

For equality testing and comparing for sorting purposes, use the overloads of the instance methods Equals, Compare, StartsWith and EndsWith.  For consistent results, always perform case sensitive comparisons for sorting purposes.

The StringComparison enumerated type, accepted by one overload of each of these methods specifies the mode of comparison.  For internal programmatic strings, use Ordinal or OrdinalIgnoreCase – the fastest modes available.
For linguistically and culturally correct comparisons, use CurrentCulture or CurrentCultureIgnoreCase.  These use the culture associated with the current thread.  To use a specific culture, use the overload that has a CultureInfo parameter.
To normalize strings for ordinal comparison, use the String instance methods ToUpperInvariant or ToLowerInvariant, which are culture agnostic.  Prefer ToUpperInvariant.  String comparisons are optimized for upper case characters.

Avoid using String’s overload of the == and != operators and the CompareTo method, as well as certain overloads of the Equals, StartsWith and EndsWith methods because they do not allow you to specify nor do they indicate how the comparison should be performed.  Stick with the above overloads that have either a StringComparison or CultureInfo parameter to retain this control and have better self-documenting code.

Each thread has two properties that are instances of the CultureInfo class.  The CurrentUICulture specifies the language in which UI elements should appear.  This can be used for resource loading by a localized application.  The value is obtained via a call to the Windows API GetUserDefaultUILanguage.  The CurrentCulture specifies the locale, incorporating both the language and country/region parts, to be used for number, currency, and date and time formatting, string case conversions, and string comparisons.  The value is obtained via a call to the Windows API GetUserDefaultLCID.
Each CultureInfo object has a reference to a CompareInfo object, which encapsulates the culture’s Unicode character sorting table.  String.Compare calls CompareInfo.Compare, passing in your request regarding case sensitivity.  However, it passes in default values for rarely needed options, e.g., those required for comparing Japanese strings.  You can call CompareInfo.Compare directly, setting the appropriate bit flags of the CompareOptions enumerated type argument.  The String.StringComparer is useful for configuring a mode of comparison and performing that comparison repeatedly on different strings.  See pp. 248-253.
String equality checking can be a slow operation.  Also, maintaining the same string value in separate string object instances is wasteful of memory and may put undue pressure on the heap.

String interning is a way of ensuring that all instances of the same string value are encapsulated in one string object in the heap.  With interning, two variables that refer to a string with the identical value will hold a reference to the same string object.  Interning can reduce memory usage for strings.  It is facilitated by the fact that strings are immutable.

The CLR maintains a hash table of strings interned by your code.  The first time a string is interned by calling String’s static method Intern, it will be inserted in the hash table, where the string’s value is the key and heap object reference is the value.  All subsequent calls to Intern, passing the same string will retrieve the interned object reference.

Since String.Equals first calls ReferenceEquals to test for identity, testing strings that have the identical value for equality will be much faster, because the characters will not need to be traversed.
Interning can actually slow performance – because of the hash table operations – if the likelihood of success on equality checking is low.  Only intern strings if you expect many equality checks among different references to the identical string value.  Compare performance with and without interning.  See pp. 254-256.

Each class that has a meaningful string representation of its state should override ToString, a virtual method inherited from System.Object.  To be globalized, it should ensure that its state is formatted in a manner that is appropriate for the CurrentCulture associated with the calling thread.
Implementing IFormattable offers a richer interface for specifying the format and culture to use in building the requested string representation.  All FCL numeric types, GUID, and a few other types implement IFormattable.  Enumerated types automatically implement it.  IFormattable.ToString takes a format string and an instance of a type that implements IFormatProvider.  CultureInfo implements this interface.
A null format string argument is, by convention, interpreted as “G” – a request to use the General (or default) format.  A null format provider argument is interpreted as a request to use the calling thread’s CurrentCulture.  Instead, you can construct a CultureInfo object and pass it into IFormattable.ToString.
CultureInfo has NumberFormat and DateTimeFormat properties, which are of type NumberFormatInfo and DateTimeIFormatInfo, respectively.  These types define properties that enable culture-appropriate formatting of an object’s numeric and date-time fields.
If you want to save a formatted string representation of an object to a file, e.g., between user sessions, you can use the CultureInfo static property InvariantCulture.  It will format the string in a culture agnostic manner.  For instance, it will use international symbols defined by Unicode, such as the international currency symbol.  See pp. 264-267.
For cultural control, use the overload of String’s static method Format that has an IFormatProvider parameter.  Likewise, use the overload of StringBuilder’s instance method AppendFormat that ha an IFormatProvider parameter.  See pp. 268-269.
To achieve custom formatting, define a class that implements both IFormatProvider and ICustomFormatter.  String’s Format and StringBuilder’s AppendFormat both test for whether the IFormatProvider object also implements ICustomFormatter.  If so, they call its Format method.  By taking responsibility for formatting, you sacrifice the ability to format numbers and date-times according to a custom culture, but this will probably be acceptable.  See pp. 269-271 for a great example.
To protect sensitive character string information, use the SecureString class defined in the System.Security namespace.  It allocates a block of unmanaged memory and stores only encrypted characters in it.  Immediately on going out of scope, the memory block is zeroed out and freed it to minimize its exposure.  The class is derived from CriticalFinalizerObject to guarantee this.

SecureString’s methods briefly decrypt the characters to perform the requested operation and encrypt the result when finished.  Never copy the contents of a SecureString into a String.  This will extend the exposure of the plain text indefinitely – until the next garbage collect.  You can use the methods of the Marshal class defined in the System.Runtime.InteropServices namespace to decrypt a SecureString’s contents into unmanaged memory and zero it out and free it when finished.  See pp. 282-284.

Chapter 12. Enumerated Types and Bit Flags
Enumerated types are all derived from System.Enum, however, you cannot define a class that explicitly derives from System.Enum.  The C# compiler prevents this.

References to an enumerated type’s symbol are replaced by the compiler with corresponding numeric value.  This leads to the same versioning issue that arises with constants.  The benefit is that the assembly that defines the enumerated type may not need to be loaded at runtime.

System.Enum’s static method GetValues returns an array of the numeric values of a specified enumerated type.  This array can be cast as an array of the specified enumerated type.  If only the symbols are required, the static method GetNames can be called.  The symbolic representation of an individual instance of the enumerated type can be retrieved using the static method GetName.
Each instance of the enumerated type can be formatted as a number or symbol by calling ToString with the desired format string.  Requesting the default or General format yields the symbolic representation.  See pp. 288-289.

System.Enum’s static IsDefined method can be use for validation of user input or method parameters.  It has an overload that takes a numeric value and one that takes a string value.  There are a few issues with IsDefined to keep in mind:

The string based overload uses case sensitive matching.

IsDefined uses reflection and can hurt performance if used frequently.

If IsDefined is used in an assembly other than the one that defines the enumerated

type, there may be a versioning issue.  On adding a new value to an enumerated

type, IsDefined will succeed and methods that rely on IsDefined for validation

may be unprepared for the new value.  See p. 290.
When using an enumerated type as a bitmask representing multiple concurrent options, mark the enum definition with the System.Flags attribute.  That way, System.Enum’s ToString override returns a comma delimited list of the symbolic equivalents of the detected bit flags.  Alternatively, you can pass “F” as the format string to ToString.

See pp. 292-293.
Chapter 13. Arrays
The CLR is optimized for zero based, single dimension arrays.  Always use zero-based arrays.  It is required by the Common Language Specification (CLS).  Always use a jagged array – array of arrays – instead of a 2 dimensional array.  Syntax example:

Point[][] polygons
= new Point[3][];

polygons[0]

= new Point[10];

etc.

The CLR verifies all array accesses and throws a System.IndexOutOfRangeException if an access is out of bounds.  The JITter generally performs this check once before entering a loop to minimize the performance impact on loop processing.  See pp. 296-297.  Also, see pp. 304-310 for an in-depth discussion of array access performance.
An array can be cast to a compatible type array.  The implicit or explicit cast operator must be defined for casting from the source type to the target type.  Casting is disallowed for value types, but Array.Copy can be used to the same effect.
Array.Copy handles overlapping regions of memory like the ‘C’ runtime function memmove.  It converts individual elements to compatible types if required, by performing the following operations:
boxing

--
from value to reference type
unboxing
--
from reference to value type
widening
--
between numeric types
downcasting
--
to a derived type.
Downcasting will succeed only if all elements of the source array are of the target type or implement the target interface type.  See pp. 297-299.
By casting an array to one of numerically a wider or base type, you can access the elements based on their actual types.  This is called array covariance and is a feature of the CLR.  Performance is hurt because the compiler cannot fully verify the legality of the access.  Only at runtime, can it be fully verified by the CLR based on the specific type of the object involved.  See p. 299.

Array.ConstrainedCopy guarantees that if an array copy fails before all elements have been copied, it will throw an exception and the target array will be unchanged.

Just as enumerated types are implicitly derived from System.Enum, arrays are implicitly derived from System.Array and expose all of its methods.  See p. 300.
Chapter 14. Interfaces
The CLR requires interface methods to be marked virtual.  The C# compiler marks all interface methods as virtual.  It marks as sealed those not explicitly marked virtual, preventing them from being overridden by a derived class.  See p. 315.

As mentioned above, casting a value type object to an interface type forces it to be boxed.

See p. 317.

An implicit interface method implementation is simply a public method with the same signature as the method of the same name declared by an interface implemented by the type.  The C# compiler implicitly emits code and metadata to treat this method as the interface implementation.

An EIMI (Explicit Interface Method Implementation) is one whose name is scoped by the name of the interface whose method it is implementing.  This permits two public methods with the same signature – one defined by the interface being implemented by the type and one defined by the type itself.  Client code must cast an object of this type to the interface type in order to invoke the interface method.  An EIMI cannot be marked as virtual and cannot be overridden.  An EIMI is automatically treated as public and cannot be marked with an access modifier.  See pp. 317-319.
Generic interfaces offer much greater compile time type safety and minimize the need for boxing.  Some generic interfaces derive from a non-generic one.  This requires a type that implements the generic interface to implement the non-generic methods as well.
See pp. 319-320.
If you need to implement a non-generic interface where a generic alternative is not defined, you may be able to address the boxing and compile time type safety issues by using EIMIs.  See pp. 323-328 for details and cautionary notes.
You can constrain a generic type parameter to implement multiple interfaces.  This requires that the type of any object passed to the method implements all of the specified interfaces.  This guarantees that the method can call any of the methods defined by any of the required interfaces.  It also minimizes the need for boxing, even for value types.  Where interface constraints are specified, the C# compiler emits instructions that enables the CLR to call the interfaces’ methods directly without boxing to gain access to the type object’s MethodDef table.
When implementing multiple interfaces that each defines a method having the identical signature, these methods can be disambiguated by casting the type to the desired interface type and invoking the method via the interface type reference.  See pp. 321-323.  Richter gives guidelines for choosing between defining a base class and an interface.
See pp. 328-329.
Chapter 15. Delegates
The CLR and C# permit delegate covariance and contra-variance.  Covariance allows a delegate to wrap a method that returns a type derived from the delegate return type.  Contra-variance allows a delegate to wrap a method that take an argument of a type from which the corresponding delegate parameter is derived.  These features are supported for reference types only.  See p. 335.
C# offers several forms of syntactic “sugar” to facilitate the use of delegates:

A callback method can be specified without explicitly wrapping it in a new delegate object, e.g.,

button.Click += button1_click;

vs.
buton.Click += new EventHandler(button.Click);

Anonymous methods remove the need to define a callback method, e.g.,

ThreadPool.QueueUserWorkItem(

delegate(object obj) {Console.WriteLine(obj);}

The method emitted by the compiler is marked private and is marked static if it accesses no instance members.  It cannot be marked unsafe or with any custom attributes.  It can access class members.

If the callback code does not access its arguments, simpler syntax is allowed, e.g.,

Button1.Click += delegate{MessageBox.Show(“Button 1 was clicked.”);}
An anonymous method can access local variables defined in the method in which the anonymous method is embedded.

See pp. 347-353

A delegate object can be created dynamically.  This is useful if the signature of the method to be invoked is unknown at compile time.  System.Delegate defines several static methods for creating a delegate on the fly.  You must use reflection retrieve the applicable MethodInfo object that defines the method to be invoked.  A delegate object dynamically created in this way is invoked by calling System.Delegate’s instance method DynamicInvoke via the delegate object.  Do not use the overloads of CreateDelegate that have a string parameter for the method name.  Specifying the method name may not uniquely identify the desired method.  The result can be unpredictable.  See pp. 354-357.
Chapter 16. Generics
The .Net Framework’s implementation of generics is superior to that of C++ templates and Java generics in that the source code of a generic type need not be present to access its functionality.  This enables a developer to publish generic types without being required to publish the source code as well.  See p. 361.

The term “arity” applied to generics refers to the number of type parameters.

The term “open type” applied to a generic type refers to the equivalent of a concept called “partial template specialization” in C++.  A closed generic type is one in which all of it type parameters are fully specified.

Richter presents the example of DictionaryStringKey<TValue> which derives from Dictionary<String, TValue>.  It is specialized to work with keys of only String type, but is left open to work with any value type.  See pp. 367-368.

Each closed type is treated by the CLR as fully defined class.  It has a type object and supports static fields and methods, including a static constructor.  A static constructor can be used to validate the type to which it is being specialized.

For instance, this is useful if a generic type is intended for use with enumerated types only.  Generally, however, constraints are the preferred way to restrict the types to which a generic type can be specialized.  However, this does not work with enumerated types.

A generic type can be derived from any other type.  This can be very useful.  Richter presents an example of a simple generic linked list node class, each instance of which is restricted to containing only one type of object.  He shows that by deriving the generic node class from a non-generic node class, the generic class can contain any type of object.  See pp. 369-370.

For readability and ease of coding, a developer may be tempted to derive a non-generic class from a generic class, e.g.,

internal sealed class DateTimeList : List<DateTime>{}

DateTimeList can be used anywhere List<DateTime> would be used.  Do not do this just to create a shorthand way of referencing the type.  They are different types.  Therefore, methods that accept one of these types will not accept the other.  A better way is to leverage the using directive, as follows:

using DateTimeList = System.Collections.Generic.List<System.DateTime>;

See p. 371.

Compile time type safety and avoidance of boxing and unboxing of value type objects are big advantages of generics in the .Net Framework.  Generic interfaces allow interface methods to be called via a value type object without needing to be boxed.  Richter presents an example based on this type:

internal sealed class  Triangle : IEnumerator<Point> {…}

A triangle can enumerate its objects and get the current object as a Point type object and avoid unboxing an Object representing the current point to the Point type.
See pp. 372-373.
Similarly, generic delegates allow any type object to be passed into a generic callback method with compile time safety.  Value type objects can be passed into a generic callback method without boxing.  See p. 373.

Generic methods can also be defined with type parameters of its own – distinct from those used to define the class.  Richter presents the example of the generic swap method.  Defining methods that take generic type parameters resolves the restriction to passing variables of exactly the same type for out and ref parameters.  See p. 374-375.
Generic methods can be called with simplified syntax if the compiler can infer the type, e.g.,
swap(string1, string2);

vs.
swap<String>(string1, string2);

See pp. 375-376.

The C# compiler ensures that the code in a generic method will work with any type, including type defined in the future.  Calls on methods defined by Object will be successfully compiled because the compiler knows that all types are derived from Object.  See p. 377.  On initializing an object passed in as a generic type argument, use the “default” keyword as follows:
T temp = default(T);

vs.
T temp = null;

This way, if T is a value type, it will be initialized, as usual by setting all its fields to 0.

See p. 384.

Very little can be done in methods of a basic generic class.  However, by restricting the types to which a generic type parameter can be specialized, the compiler can safely permit more operations involving that type.  Such restrictions are achieved via constraints.  Constraints can be applied to type parameters of a class and a generic method.  An example of a constraint on a generic method’s type parameter follows:

public static T Min<T>(T o1, T o2) where T : IComparable<T> {…}

Overloads of generic methods having the same non-generic parameter list can be defined if they have different arity.  Overrides of a virtual generic method must have the same arity.  Constraints on the type parameters of the base class’s method are inherited.  Constraints cannot be explicitly applied to an overriding method.

See pp. 377-379.

There are three kinds of constraints:
A primary constraint restricts the type parameter to which it is applied to an

instance of an unsealed class or a class derived from it.  Note that a constraint

involving a sealed class would specify the type uniquely and obviate the need

for a generic type parameter.  The tokens “class” and “struct” can be used for

primary constraints.  They constrain the parameter type to reference or value

types, respectively.

Secondary constraints are zero or more interfaces that a specializing type must

implement in addition to any primary constraint.  Another form of secondary

constraint is called “type parameter constraint” or “naked type constraint.”

Richter presents an example involving the generic ConvertIList method.  In this

case the constraint specifies an inheritance relationship between its two type

parameters as follows:
private static List<TBase> ConvertIList<T, TBase>(IList<T> list)



where T : TBase

A constructor constraint restricts types to which the generic type parameter can be

specialized to those that have a parameterless constructor.  An example follows:

internal sealed class Factory<T> where T : new()  {
public static T CreateInstance() { return new T(); }



}

Without the constructor constraint, a generic creator would be difficult to achieve

because it would have to be constrained to value types as they are guaranteed to

have a parameterless constructor.  See pp. 380-383.

You can compare a method’s generic type argument to null because the compiler emits the appropriate code depending on whether the actual object passed in is a value type or a reference type.  Since there is no way to constrain a generic type parameter to types that overload certain operators, many operations on generic type variables are not possible.

See pp. 384-386.
Chapter 17. Custom Attributes
A custom attribute is a class derive from System.Attribute.  A custom attribute should have minimal behavior.  It is primarily a container of fields that communicate options communicated by the developer about the desired behavior of the target.  By convention, each attribute’s name ends with “Attribute.”  The C# compiler makes this ending optional.

To restrict the targets to which your custom attribute can be applied, you apply an AttributeUsage attribute.  All language compilers explicitly support this attribute.  The constructor of the AttributeUsage attribute class takes an instance of the enumerated type AttributeTargets.  AttributeTargets has the Flags attribute applied to it so that you can specify any number of targets for your custom attribute.
AttributeUsage also has two Boolean properties you can use to configure its application.  “AllowMultiple” indicates whether multiple instances of the attribute can be applied to a single target.  “Inherited” controls whether the attribute is automatically applied to derived classes or method overrides if the target type is a class or virtual method, respectively.
Applying a custom attribute cause the compiler to instantiate an object of that attribute type and serialize it to the target’s metadata. At runtime, this attribute object is deserialized and reconstructed to configure its target’s behavior.

An attribute’s constructor can have parameters, which can be of any primitive type, Type, Object, or an enumerated type.  When applying a custom attribute, you pass a constant value of the applicable type.  In addition, you can pass tag-value pairs that assign values to the public fields and/or properties of the custom attribute.  See pp. 391-395.

To have an effect, other than adding to the metadata stored in the defining assembly, you must detect that the attribute was applied to a target and modify the target’s behavior accordingly.  To do this, you can use one of three static methods defined by System.Attribute:
IsDefined

GetCustomAttributes

GetCustomAttribute

IsDefined is the most efficient of the three because it does not construct an instance of the custom attribute object.  Use this one if you only need to know whether a custom attribute has been applied to a target.  

You can examine metadata by using reflection.  All of the reflection classes that represent potential targets for a custom attribute, e.g., Type, MethodInfo, MemberInfo, offer two of the static methods exposed by System.Attribute – IsDefined and GetCustomAttributes.  Only the implementation of these methods by Attribute, Type, and MethodInfo honor the Inherited member of the custom attribute.  It is ignored by the others.
Be careful when calling GetCustomAttibute or GetCustomAttributes.  They return custom attributes applied to the specified target, whether they are of the exact custom attribute type specified or one derived from it.  See pp. 396-399.
Once you have located a custom attribute applied to the target of interest, you can compare its fields and/or properties against expected values by overriding the virtual method System.Attribute.Match.  The, your code can construct an instance of the custom attribute object with the values of interest and call Match to compare it to the instance applied to the target.  See pp. 401-403.
Richter demonstrates a purely reflection base approach to detecting custom attributes and their public field and property values.  This is recommended for highly secure applications.  See pp. 403-406.

Conditional attributes are a diagnostic tool and the class ConditionalAttribute is defined in the System.Diagnostics namespace.  See p. 407.
Chapter 18. Nullable Value Types
Nullable value types are supported by the generic wrapper class System.Nullable<T>, which contains a T type field and a boolean field indicating whether the T type field has a value.  The presence of a value is indicated by the HasValue property.  The C# compiler facilitates use of nullable value types in several ways:
Question mark notation allows, for instance, a nullable version of an Int32 type variable to be declared with the Int32? Type, where Int32? is treated as Nullable<Int32>.
Casts, conversions, and other operators can be applied to nullable instances.  The compiler emits code that accesses the wrapped value type field.
The null coalescing operator – also applicable to reference types (which are inherently nullable) – allows the following clean syntax for returning one of two values, depending whether the first one is null:

Int32 n = x ?? 100;

vs.
Int32 n = x.HasValue ? x : 100;

See pp. 410-413.
The CLR also supports nullable types in several ways:

When boxing a nullable instance, it determines whether it has a value.  If not, it returns null.  Otherwise, it boxes the contained value.
It allows a boxed value to be unboxed into a nullable value type variable.  This way, even an object reference set to null can be unboxed.  Note that unboxing a boxed value into a nullable type variable causes a Nullable<T> to be allocated.  Simply by accessing the unboxed portion of the boxed object does not suffice as the boxed value type lacks the boolean field contained in a nullable instance.

When called via a nullable instance, GetType returns the type of the wrapped value object.
A call to an interface method via a nullable instance is redirected so the call is made via the wrapped value object.

See pp. 414-416.
Chapter 19. Exceptions
The ,Net Framework’s exception mechanism is built on Windows Structured Exception Handling (SEH).

The CLR supports the throwing of any object as an exception.  CLS compliance, however, requires that all exception classes derive from System.Exception.  C#’s parameterless catch instruction is used for catching any exception, including non-compliant ones.

Starting with version 2.0 of the .Net Framework, an instance of a new class called System.RuntimeCompilerServices.RuntimeWrappedException is constructed.  It wraps the object thrown as a non-compliant exception, transforming it, in effect, into a compliant one.  The parameterless catch need no longer be used.  To re-enable the old approach, apply the following attribute to your assembly:
[assembly:RuntimeCompatibility*WrapNonExceptionThrows = false)]

When debugging through a catch block in Visual Studio, watch the special variable named $exception.  See pp. 423-427.

If you define your own exception class, derive it directly from System.Exception.  If you create an exception class hierarchy, keep it shallow and wide.  Base exception classes encourage coarse filtering in exception handling code, treating many exception types as one type.
For similar reasons, never throw a base class exception.  Always throw one that is an instance of a terminal node in the exception class hierarchy.  This provides the most accurate report of what happened and, if unhandled, the clearest diagnostic information.
Richter presents code showing how to make your exception class serializable across AppDomain boundaries.  See pp. 433-436.
In designing a class library, each method that has parameters should validate its arguments before doing any processing and throw an exception – probably an instance of System.InvalidArgumentException or a class derive therefrom – if any argument is invalid or group of arguments is inconsistent.

In order to thread safe, a method that has mutable reference type parameters should first make copies of its arguments.  Then, it should validate the copies and operate on the copies.  See pp. 437-439.
In some cases, it may be more efficient to perform work on arguments passed into a method and handle the rare exception than validate the arguments every time and throw the exception when invalid.  See pp. 444-445.

Do not catch base exception classes or exception classes your code is not prepared to handle, unless you also re-throw it.  You may want catch it for logging purposes.
Use finally blocks liberally for several purposes:

to clean up state after successful operations in a try block

to clean up state after failed operations in a try block

to back out of a partially completed operation.

See pp. 440-444.

Design your methods so that they are unlikely to throw exceptions for common scenarios. Publish your class library with methods that throw exceptions, e.g., if the arguments are invalid and, only on receiving performance complaints, publish TryXxx methods that return status instead of throwing.  Microsoft did this with Parse methods in the FCL.

See pp. 448-449.

Unhandled exceptions are the concern of application developers, not class library developers.  Applications can register for these events:

System.AppDomain.UnhandledException System.Windows.Forms.Application.ThreadException
System.Web.UI.TemplateControl.Error

System.Web.HTTPApplication.Error

and override the following virtual methods:

System.Windows.Forms.Application.OnThreadException

System.Windows.Forms.NativeWindow.OnThreadException

The StackTrace property of System.Exception is only populated on demand from within a catch block.  The CLR populates it with the method calls that took place between the catch and the throw.  This means the stack depicted in the trace can be rather shallow.
The CLR tracks the point of the most recent thrown exception.  If a catch block explicitly throws an exception – even if it rethrows the caught exception – the CLR resets its record of the point where the throw happened.  This erases the record of the origin of the exception.  In order to rethrow the caught exception without resetting , do it implicitly by using the throw instruction without specifying an exception object.
To get a full thread stack, use the System.Diagnostics.ThreadStack class.  The stack trace will exclude methods that were inlined by the JITter.  In a debug build, no method inlining will take place.  This is achieved because the compiler for C# and other languages applies the System.Diagnostics.Debuggable attribute – with the isJITOptimizerDisabled parameter set to true – to the assembly when building for debug.
Note the inlining can be disabled for all builds by applying the attribute System.Runtime.CompilerServices.MethodImpl with the parameter MethodImplOptions.NoInlining.
Chapter 20. Automatic Memory Management (Garbage Collection)
A type implements a finalizer directly in some languages by implementing the Finalize method or indirectly as with the C# destructor syntax.  An object whose type implements a finalizer requires at least two garbage collection passes to have it managed memory reclaimed.  The first pass moves it from the finalization list to a queue of finalizable objects called the “freachable” queue.  The “f” in the name refers to finalizable objects.  The remainder of the name indicates that the objects are reachable.
On being placed in the freachable queue, an object and all objects its references directly or indirectly are “resurrected” by being marked as reachable so that the Garbage Collector will not attempt to reclaim their managed memory.  Once its Finalize method has been called, it and all its referenced objects are again unmarked so that a future garbage collection pass will reclaim them.
Under some circumstances, such as pooling of objects that hold native resources, it may be desirable to programmatically resurrect an object on finalization for later reuse.  This can be done in the finalizer, by setting a static member variable to the object’s this reference.  This will cause it be reachable again.  To ensure that it will be finalized after a future reuse and garbage collection, the following call should be made before leaving the finalizer:
GC. ReRegisterForFinalize(this);

See pp. 468-502.
For several reasons, you should use finalization only for objects that hold and need to release native or unmanaged resources:

They take longer to allocate because they need to be placed in a finalization list.
By being resurrected, they will ultimately be promoted to an older generation of
the Garbage Collector, where they are less likely to be collected because older
generations have larger memory budgets on the assumption that objects that

survived one or more garbage collection passes will probably live longer still.

Substantially more work is needed on finalizable object.  This hurts performance.

See p. 477.
If a finalizer method constructs new managed objects, it should prevent this construction if the AppDomain is being unloaded or the application shutting down.  It can test for these by calling:

IsFinalizingForUnload on the AppDomain
and
System.Environment.HasShutdownStarted.

See pp. 478-479.

The CriticalFinalizerObject class defined in the System.Runtime.ConstrainedExecution namespace can be used as the base class for any class for which a guarantee is required that native resources held by instances of the class will be released as a result a garbage collection.  When the CLR first constructs an instance of a class that derives from this class, it immediately JIT compiles the finalizer method.  This prevents scenarios in which the finalizer method cannot be compiled later when an object already holds a native resource, e.g., out of memory.
The CLR calls the non-critical finalizers before the critical ones.  The assumption is that some non-critical finalizers will depend on the resources released by critical ones, e.g., an underlying file handle.  See pp. 469-470.
The SafeHandle class defined in the System.Runtime.InteropServices namespace can be used to wrap a native resource and take full responsibility for lifetime management.  It derives from CriticalFinalizerObject and IDisposable.  This is an abstract class, but two derived classes – SafeFileHandle and SafeWaitHandle – are exposed publicly.
Many more are internal to MSCorLib.dll and System.dll.  Richter advises using ILDasm on them and recompile the code as publicly exposed classes of your own.

Richter shows how to use SafeHandle objects to retrieve handles in a thread safe manner from calls to unmanaged code via P/Invoke.
For thread safety and protection from a handle recycling security exploit, SafeHandle uses reference counting to ensure that one thread does not try to release the resource while another thread is I using it.  The CLR increments a SafeHandle’s reference count when being passed as an argument to an unmanaged function and decrement it on its return.  See pp. 470-474.
The dispose pattern implements IDisposable and its public parameterless Dispose method, as well as a private Dispose method that takes a boolean argument indicating whether it is being called from the public Dispose method.  The public Dispose method calls the private one with true and the finalizer method calls it with false.  If true, the wrapped resource is released, a flag field is set to indicate that it has been released, and a call is made to GC.SuppressFinalize to remove this object from the finalizer list since the resource was released programmatically.
In defining a type with fields that refer to objects that implement IDisposable, the type should implement IDisposable as well.  This enables you type’s users to ensure that unmanaged resources it ultimately controls – even if not directly – can be released in a 

timely manner.  See pp. 482-484.
In a finalizer – or in the Dispose method if called by the finalizer – do not reference another object whose type implements a finalizer.  An essential native resource, e.g., a file handle may have already been released.  See pp. 484-485.

In defining methods (including properties) of a type that implements the dispose pattern, check a flag indicating whether the wrapped resource was already disposed and if so, throw a System.ObjectDispose Exception.  The exceptions are Dispose (and Close if you define it).  These methods should just return if the wrapped resource was already disposed.
Call Dispose (or Close) only if its is time to clean up the resource or the code is at a point where it is certain that there is no other reference to the object and you wish to improve performance by removing the object from the finalization list.  Leverage the C# using statement to wrap instantiation and use of an IDisposable type.  See pp. 488-489.

It can be useful to define a value type that implements IDisposable for use with the using statement.  See Richter’s example of the MutexLock type, pp. 490-491.

The dispose pattern is essential where the order of finalization is important.  Richter cites the example of FileStream and StreamWriter.  Since the order of finalization is unpredicatable, it is possible that the file underlying the FileStream object be closed before the StreamWriter’s buffer is processed, preventing data from being flushed to disk.  Therefore, StreamWriter type does not implement a finalizer, requiring the user to call Dispose to ensure the proper closing of underlying resources as follows:
The StreamWriter object’s buffer is flushed to the FileStream object it references.

It calls Dispose on the FileStream object it references.

The FileStream object flushes its buffer to the underlying file and closes the file.
Managed Debugging Assistants (MDAs), when enabled, detect common .Net programming errors that the compiler cannot detect and that may be intended behavior and, therefore, cannot result in an exception being thrown.  For instance, an MDA is available for a StreamWriter object being garbage collected without having been disposed.  MDAs can be enabled in Visual Studio from the Debug.Exceptions menu item.

Most of an application’s roots – objects at the beginning of a reference chain of objects – reside in the thread’s stack in arguments and local variables.  Traversing these objects to mark reachable objects is very fast, especially if the stack is shallow.  Avoiding a deep stack, therefore, improves performance.  Avoid recursive methods, which can expand the stack dramatically.  See pp. 492-493.

Caching can leverage the System.WeakReference class, which wraps an object, but does not represent a root.  The wrapped object can be garbage collected at any time.  For caching purposes, cached objects can be converted to weak references when memory gets tight – in a priority order determined by the cache algorithm designer.  The cached weak referenced objects can still be used until a garbage collection reclaims their memory.  You can access the weak referenced object via the WeakReference.Target property.  If null, the object was collected and must be reloaded into the cache.

You can periodically determine whether memory is tight by calling the Windows API GlobalMemoryStatusEx.  If the returned MEMORYSTATUSEX structure’s dwMemoryLoad member’s value is greater 80, memory is tight.  See pp. 487-500.

Sometimes, native resources wrapped by a managed object consume a lot of memory.  To control the growth of the process’s working set, expedite the garbage collection process, ensuring that these objects are finalized and the native resources are released in a timely manner.  Do this by calling GC.AddMemoryPressure.  Sufficient memory pressure triggers a garbage collection.  For native resources that are available in limited quantity, use the HandleCollector class defined in the System.Runtime.InteropServices namespace.
See pp. 507-511.

Before commencing an operation that you know will take a lot of memory, you can predict its success by using the MemoryFailPoint class definded in the System.Runtime namespace.  See pp. 511-513.
You should ordinarily avoid calling GC.Collect to initiate a collection because it interferes with the Garbage Collector’s self-tuning algorithm.  However, if a non-recurring event occurs that causes many old objects to become unreachable, it may be helpful to call it.  It will reclaim precious memory and will not hurt self-tuning performance because the algorithm makes predictions based on regular patterns of observed memory usage.  A non-recurring event is not part of such a pattern.  The most effective way to programmatically cause a garbage collection is as follows:
GC.Collect();

GC.WaitForPendingFinalizers(();

GC.Collect();

See pp. 513-514.

Note that large objects – currently those greater than 85 KB in size – are placed in a special large object heap.  These objects are collected and finalized, but they are not compacted because of the performance hit of relocating large blocks of memory.

See p. 519.

On multiprocessor systems, generation 0 of the managed heap is divided into memory arenas for concurrent allocations by multiple threads.  Server applications can direct the CLR to divide the managed heap into sections – one per processor – to boost garbage collection performance.  This can be achieved by including the following element within the runtime element of the application’s configuration file:
<gcServer enabled=”true”/>

By default, on a multiprocessor workstation, the Garbage Collector uses a background thread to mark unreachable objects.  This thread speeds up collection because objects have already been marked, but may have an impact on performance if the application is using multiple threads for its operations.  Also, the process working set will grow more because concurrent collection favors avoidance of memory compaction if sufficient free memory is available.  This behavior results in smooth performance, especially important for interactive applications and is generally worth the tradeoff.

To disable the concurrent collection mode, include the following element within the runtime element of the application’s configuration file:

<gcConcurrent enabled=”false”/>

See pp. 517-519.
Chapter 21. Hosting and AppDomains
The CLR is implemented as a COM server.  However, do not load it by calling CoCreateInsance.  Call CorBindToRuntimeEx or similar function exported from MSCorEE.dll.  This is a shim DLL that determine which version of the runtime to load and loads it.  The version decision and other aspects of CLR behavior can be influenced by making one of these calls.

By making calls on the ICLRRuntimeHost interface pointer returned by the call to CorBindToRuntimeEx, you can start the CLR, load an assembly, execute managed code, and stop the CLR.  You can also set a host manager to request involvement in memory allocation, thread scheduling and synchronization, assembly loading and other runtime decisions.  See pp. 521-524.

Normally, to maintain isolation, an assembly is loaded on demand into the requesting AppDomain and not shared with other AppDomains.  JIT compiled code is copied into other AppDomains in which the same assembly is loaded, rather than sharing one copy.  However, assemblies can be loaded in a domain neutral manner, in which they and their method’s JITted code are shared with all AppDomains.  The assembly MSCorLib.dll exposes the types integral to the .Net Framework including, for instance, the primitive types.  It is loaded domain neutral.
Each AppDomain maintains a loader heap containing the type object for each type that has been accessed since creation of the AppDomain.  See Fig. 21-2, pp. 526-527.
One AppDomain, initially the default AppDomain, can create another AppDomain and instantiate an object in it by calling CreateInstanceAndUnwrap.  The object will be marshaled to the calling AppDomain by reference or value, depending on whether the object’s type derives from System.MarshalByRefObject.  If the object is marshaled by reference, a TransparentProxy object is created in the calling AppDomain that implements the same public interface as the type of the object being marshaled, but lacks its field members.
If marshaled by value, a copy is constructed in the calling AppDomain.  In order to be capable of being marshaled by value, the Serializable attribute must be applied to the type.  Likewise, in method calls on a TransparentProxy object, each reference type argument and reference type objects which it references, directly or indirectly, are passed via marshaling, either by reference or by value.  The same is true for reference type return values.  This can be time consuming because of all the runtime type checking, possibly making marshaling by value preferable.
For code that accesses a field member of a MarshalByRefObject, the JITter emits code that uses reflection to get or set the field.  This is slow and occurs even when the field access is performed on an object that resides in the same AppDomain as the object performing the access.  See pp. 527-535.
A call marshaled across AppDomain boundaries is performed synchronously.  The thread that makes the call transitions to the remote AppDomain and invokes the method on the real object.  See p. 534.
You can manage the AppDomain related behavior of the CLR by creating an assembly, deriving a class from System.AppDomainManager, and overriding virtual methods of interest.  An AppDomainManager must have full trust and the assembly, therefore, must be installed in the GAC.  There are three ways to direct the CLR to use your AppDomainManager.  The cleanest way is use a small unmanaged stub that performs a QueryInterface for the ICLRControl interface and call SetAppDomainManagerType on it.  See pp. 542-543.

Richter explains how to design a robust host application that handles issues involving misbehaving threads running in AppDomains created to host third party assemblies.
See pp. 543-547.

Chapter 22. Assembly Loading and Reflection
The CLR invokes the static method Load defined in the System.Reflection.Assembly namespace to attempt to load an assembly.  If the assembly is strongly named, Load applies version binding redirection rules and looks for it in the GAC, AppBase, probing private path subfolders, and in CodeBase – in that order.  If weakly named, version binding redirection does not occur and the GAC is not searched.  You can call this method as well.  You must have all the elements of the assembly’s identity.
If you do not want version binding redirection, call the method ReflectionOnlyLoad instead.  You will not be able to execute any code in the assembly.  You will only be able to retrieve metadata based information.

If you have a path to the assembly file – as a tool might – rather than all the elements of its identity, you can instead call Assembly.LoadFrom.  After reading the assembly identity from the AssemblyDef metadata table, calls Assembly’s GetAssemblyName method to construct an AssemblyName object encapsulating the identity elements and calls the applicable overload of Load to search for and load the assembly with that identity.  Be sure to give each build a new version number to ensure that the wrong assembly file is not loaded.
If you want the exact file specified by the path to be loaded, call the method ReflectionOnlyLoadFrom instead.  You will not be able to execute any code in the assembly.  You will only be able to retrieve metadata based information.

You can pass LoadFrom a URL.  If connected to the web, it will download the assembly into the user’s download cache and load it from there.  If the assembly was previously downloaded and the user is working offline, it will be loaded directly from the cache.
NOTE:  Do not invoke the instance method Load defined in the System.AppDomain namespace from managed code.  It uses the instance AppDomain’s settings to determine how to search for the assembly.  If found, it must be marshaled by value to the calling AppDomain because the AppDomain class is not derived from the class System.MarshalByRefObject.  This method is meant to be called from unmanaged code.

See pp. 549-553.
Reflection is slow and is used only where type definition details are required at runtime, e.g., for serialization and for displaying properties and events in form designers.
It is also very useful for plug-in frameworks to support dynamically extensible applications.  In addition to performance degradation, reflection prevents compile time type safety.
To minimize both of these problems in a plug-in framework, define an interface that all plug-in components must implement.  After constructing an instance using a reflection based mechanism, store the object reference in a variable of the plug-in interface type.  Then, make known virtual method calls on the interface.  See pp. 553-555.
Assembly.ExportedTypes is the most common method by which to discover the types an assembly exposes.  This returns an array of System.Type objects.  System.Type is an abstract base class.  It is derived from MemberInfo because it can be a nested type and, in that sense, a member of another type.  A number of concrete types are derived from System.Type.  One very interesting one is System.Reflection.TypeDelegator.  This type enables the dynamic sub-classing of a type.

Another very interesting type derived from System.Type is System.RuntimeType.  This class – internal to the CLR – is used as a singleton per Type per AppDomain.  A RuntimeType object is instantiated for each type the first time it is accessed in an AppDomain.
Calls to the System.Object method GetType return a reference to the corresponding RuntimeType object.  Since there is only one per type within an AppDomain, the == and != operators – which use ReferenceEquals – can be used for type comparisons.
GetType checks the calling assembly, then MSCorLib.dll.  If you pass an assembly qualified type string as the argument, it will check the specified assembly.  Microsoft defined a Backus-Naur grammar for type names for passing to reflection methods.
The C# typeof operator – and equivalent operators in other languages – perform early bound type retrieval, are fast at runtime, and should be used for comparing unknown object types to known types, as in the following:
if (o.GetType() == typeof(FileStream) {

…

}

else

if (o.GetType() == typeof(NetworkStream) {

…

}

The above comparisons are exact as opposed to the result of the “as” and “is” operators.

See pp. 555-558.  Also see the Exception Tree example application, pp. 558-560.
Given a Type object or a string specification of a Type object, an application can create an instance of  the type by invoking System.Activator’s static CreateInstance method.

Overloads of CreateInstance that have a Type object parameter return a reference to the instantiated object.  Overloads that have a String object parameter return an instance of the ObjectHandle class defined in the System.Runtime.Remoting namespace.  ObjectHandle is a type used to transfer an object across AppDomains and can be used in remoting scenarios.

ObjectHandle’s Unwrap method materializes the object in the calling AppDomain by loading the assembly that defines the type.  It then creates either a proxy object wrapper for the reference to the source object or a copy of the source object, depending on whether the source object is being marshaled by reference or by value.

Some overloads of CreateInstance can be used to instantiate value types that do not have a constructor – recall the CLR does not require value types to define constructors.

A plug-in framework based application can instantiate a plug-in object that implements a prescribed interface by calling CreateInstance and Unwrap as describe above and casting the result to the interface.

To instantiate and array of objects, given the type, call System.Array’s static CreateInstance method.  To create a delegate, given the delegate type and the method to be wrapped, call System.Delegate’s static method CreateDelegate.

To instantiate generic type, convert a reference to an open type to a closed type by calling Type’s MakeGenericType method, then pass the open type to one of the CreateXxx methods above.

See pp. 560-562.

In designing a plug-in framework, create an assembly that defines the plug-in interface and any types to be shared between the application and the plug-ins.  This interface assembly can be published on its own and is likely to be more stable since it contains only the types that need to be communicated between the application and plug-ins.

Try not to use any .Net FCL types for interface method parameters or return types as that may introduce versioning issues.  Core types defined in MSCorLib.dll are alright.  The CLR always loads the version of this assembly that matches its own.  Strongly name the interface assembly, so that publisher policies can be issued when new versions are released to ensure that the correct version is always loaded.  See pp. 562-565.
The ability to discover and invoke a type’s members are useful for developer tools like NUnit and class libraries such as those that support object serialization.
The System.Reflection namespace includes the MemberInfo type – an abstract class from which the classes that encapsulate properties of all kinds of type members are derived.  Type is derived from MemberInfo to model nested types.  A call to GetMembers retrieves an array of MemberInfo objects representing all the type’s members and nested types.  The BindingFlags parameter can be used to restrict the request.  See Fig. 22-1, p. 566, and the example application on pp. 567-568.

Table 22-1, p. 569, lists and describes the common properties and methods defined by MemberInfo objects.  IsDefined is a very important method, used for determining whether specified attributes are applied to the MemberInfo object.
Type also has methods to retrieve MemberInfo objects for a specific member type, e.g., GetNestedTypes, GetFields, GetEvents, etc.  For a constructor, method, property accessor method, or event add or remove method, a call to GetParameters retrieves an array of ParameterInfo objects.  Querying the ReturnParameter property returns a ParameterInfo object describing the return value type.  For a generic type or method, a call to GetGenericArguments retrieves the generic type parameters of that type or method.

See pp. 565-570.
The interfaces implemented by a type can be retrieved by calling FindInterfaces, GetInterfaces, or GetInterface.  It gets more complex when multiple interface inheritance is considered because multiple implemented interfaces may define a method by the same name and, possibly, the same signature.  See p. 572-573 for a discussion and example code involving use of the InterfaceMapping type.
To invoke a member of a type, you call the instance method InvokeMember.  The semantics of invoking a member depend on the member type as follows:
	MemberInfo Derived Type
	Invocation Semantics

	
	

	FieldInfo
	Get or set the field’s value

	ConstructorInfo
	Create an instance of the type

	MethodInfo
	Call the method, pass arguments, receive return value

	PropertyInfo
	Call the property’s get of set accessor methods

	EventInfo
	Add or remove an event handler


InvokeMember binds to the specified member before invoking.  Binding is the act of searching for the unique member that matches all the information passed in as arguments.  The binder is the object that encapsulates the binding rules.  One can define a binder derived from System.Reflection.Binder, but the default binder shipped with the FCL will almost always be used and can be requested by passing null for this argument.  The member name, BindingFlags and, if necessary, the argument list will be used by the binder to identify the member, if any.  See pp. 574-577.  See security note on p. 577.
EventInfo objects cannot be invoked directly by InvokeMember.  You must first retrieve the MethodInfo object corresponding to the Add or Remove method by calling one of the EventInfo methods GetAddMethod or GetRemoveMethod.  Alternatively, you can just call the applicable one of EventInfo methods AddEventHandler or RemoveEventHandler.
These custom methods for EventInfo do not require binding and are, therefore, much faster.  Likewise, custom methods are defined for invoking the other MemberInfo types.
See pp. 578-582.  Specifically, see Table 22-7, p. 578.

An application’s working set is bloated if it loads and caches many type and MemberInfo objects.  For internal purposes, the CLR uses a much more compact representation of this metadata.  By caching runtime handles instead of the metadata objects, an application can substantially reduce its working set.

RuntimeTypeHandle, RuntimeFieldHandle, and RuntimeMethodHandle each contains one IntPtr field.  Converting each Type and MemberInfo object between its object and runtime handle form is achieved via methods outlined on p. 583.  See pp. 582-584.
Chapter 23. Performing Asynchronous Operations
There are circumstances under which it makes sense to use a dedicated thread to asynchronously perform a compute bound operation:

A thread priority other than normal priority is required.

The operation needs to run on a foreground thread – keeping the process alive.
The operation is very long running – thread pool logic is not optimized for this.

The ability to prematurely abort the operation is required.

See p. 594.
To avoid starvation and deadlock scenarios in using the thread pool, no upper limit should be placed on the number of threads in the pool.  To avoid such problems with earlier versions of .Net, the default maximum number of worker and I/O completion threads are 25 and 1000, respectively, per processor, starting with .Net 2.0.  A well designed application should not need anywhere near 25 worker threads per processor and 1000 I/O completion threads is equivalent to unlimited.
You may, however, want to set the minimum number of threads.  After spinning up the minimum number of threads, the creation of new ones is throttled by ensuring at least 500 milliseconds elapses between creation of successive threads.  This was done to ensure that queued tasks were processed expeditiously.  If this causes a problem for your application, you can set a smaller minimum number of threads by calling the static SetMinThreads method defined in the System.Threading.ThreadPool class.
See pp. 590-591.
The ThreadPool class supports the Asynchronous Programming Model (APM) through the QueueUserWorkItem method.  This method could be used to work around Code Access Security (CAS) by getting another assembly that has the necessary permissions granted for the operation to perform it on a thread pool thread using the CLR’s permissions.  To avoid this, QueueUserWorkItem walks the stack, gathering all granted permissions. When the thread pool thread starts, the permissions are attached to the thread.  As a result, the thread pool thread is subject to the same security restrictions as the requesting thread.  See pp. 592-594.  Note the discussion of UnsafeQueueUserWorkItem on p. 594.
Using the thread pool is much more efficient than creating dedicated threads.  However, QueueUserWorkItem provides no notification that the operation is complete.  Completion of a dedicated thread’s operation is easily be detected by calling the Join method on the dedicated thread object.  Using QueueUserWorkItem is a queue it and forget it programming model.  However, instead of using a dedicated thread in order to receive notification of completion, consider using the APM, fully supported by the .Net Framework.
There are three Timer classes, of which only two should be used.  The one defined in the System.Timers namespace was a mistake.  It allows a timer to be placed on a design surface – not a very useful feature and its members are somewhat different.

The one defined in the System.Windows.Forms namespace uses the main thread’s message queue and posts a WM_TIMER message periodically.  It is potentially very imprecise, but is simple to use and does not require marshaling to the main thread to safely interact with the user interface.

By invoking the callback on a dedicated thread, the one defined in the System.Threading namespace is more precise, but requires marshaling in order to interact with the user interface.  If the operation is repeatedly periodically and is long running, it is possible for multiple threads to be invoking your callback concurrently.  Be sure to perform thread synchronization within the callback to protect shared state.  See pp. 596-599.
The APM can be used equally well with I/O bound and compute bound operations.  Synchronous I/O is very inefficient because of the unpredictable timing and caching, especially for operations involving network resources.

Each class that supports the APM has a BeginXxx and EndXxx pair of methods, e.g., BeginRead and EndRead in the case of FileStream.  The BeginXxx method has an AsyncCallback delegate parameter and returns an IAsyncResult interface reference.  The IAsyncResult interface reference is passed to the EndXxx method to retrieve the return value of the operation – the same value returned by the synchronous Xxx method.
For asynchronous I/O operations involving the FileStream class – calling the BeginRead method for instance – it is important to pass in the FileOptions.Asynchronous flag to the FileStream constructor.  Likewise, for synchronous I/O operations – calling the Read method for instance – it is important to NOT pass in the FileOptions.Asynchronous flag.  A mismatch will result in the CLR emulating the requested type of operation and it will be inefficient.  See pp. 599-602.
Three optional “rendezvous” techniques are offered as part of the APM:
Wait Until Done

Involves calling EndXxx right after BeginXxx,

suspending the thread until the operation completes.

This no more efficient than synchronous operation.

See pp. 604-605 for the useful AsynchStreamRead class.

Polling

Involves calling BeginXxx, then entering a loop that tests IAsyncResult’s

IsCompleted property periodically, putting the thread to sleep between

successive iterations.  An alternative is to enter a loop that calls the
WaitOne method on IAsyncResult’s ASynchWaitHandle property.  In

either case, by spinning up a worker thread before entering the loop, this
can be much more efficient than Wait Until Done.
Callback

This is the most efficient technique because no thread enters a wait state or

wastes CPU cycles checking for completion.  It is not necessary to store

the IAsyncResult reference returned by BeginXxx because it is passed as

an argument into the AsyncCallback delegate you passed into BeginXxx.
Using an anonymous method for this delegate allows the callback code to

be collocated with the BeginXxx call, a natural and highly readable style.
See pp. 602-612.
The .Net Framework extends the APM to support compute bound operations by using a thread to perform the operation in contrast with an I/O bound operation, which is performed by the applicable device driver.

Define a delegate having the same signature as the method intended to perform the work.  The code emitted by the C# compiler for a delegate declaration defines a class derived from MulticastDelegate and includes BeginInvoke and EndInvoke methods.
Instantiate a delegate object and call BeginInvoke on it, passing in the arguments required by the delegate, an AsyncCallback method, and the delegate object itself.  When the AsyncCallback method is invoked, the AsyncState property of its IAsyncResult argument can be cast to the delegate method and EndInvoke called on it to get the return value of the delegate method, reflecting the result of the operation.  See pp. 612-614.
If an asynchronous I/O or compute bound operation throws an unhandled exception, the CLR will marshal it to the originating thread and throw the exception when it calls EndXxx or EndInvoke, respectively.  See pp. 614-615.
Warnings on using APM:
You must call EndXxx to free internal resources allocated by the CLR.

Do not call EndXxx more than once per operation.

Do not use different instances of an object to call the Begin and End methods.

There is no way to cancel an ongoing asynchronous operation.

On calling a Begin method, an IAsyncResult object is allocated on the heap.
*** Be sure to marshal an AsyncCallback in a Windows form to the main thread

       In this case, a call to BeginInvoke need not be paired with one to EndInvoke.

See pp. 616-617.

The CLR maintains for each thread an execution context containing security, locale, and transaction state information.  The CLR’s default behavior is to fully transfer the execution context of the originating thread to all helper threads created or used from the thread pool on its behalf.  See pp. 617-620 for a discussion of execution contexts, the performance hit resulting from the default CLR behavior, ways to modify this behavior, and the implications of doing so.
Chapter 24. Thread Synchronization
Richter emphasizes the requirement that all static methods in a reusable class library be thread safe.  Of course, instance methods that access static fields must be thread safe also.  Instance methods should not be designed to be thread safe because thread synchronization is CPU intensive and most objects are accessed on one thread.  Microsoft follows these guidelines in the FCL.

If the code that instantiates an object passes a reference to other code that might result in the object being accessed from another thread, it should pass a thread synchronization object as well.  See p. 622.
Modern processors, other than hyperthreaded processors, associate a cache with each processor to reduce time consuming accesses of main memory.  Multiple threads accessing a variable may read and write different values because of inconsistency among the caches associated with the processors on which the threads are running.
This cache coherency issue places a premium on avoiding accesses to shared fields from multiple threads.  The x86 and x64 CPUs are carefully designed to ensure cache coherency, but newer CPUs avoid cache coherency to maximize performance.

The newer CPUs, e.g., IA64, offer special read and write instructions that ensure that all threads directly access main memory.  The volatile read instruction invalidates the cache when done and the volatile write instruction flushes the cache when done.  These volatile read and write instructions are encapsulated by the FCL in the form of VolatileRead and VolatileWrite methods, each with numerous overloads.  The methods are defined in the System.Threading namespace.  See pp. 625-626.
The C# volatile keyword can be applied to any static or instance field of a class, except for non-primitive value types.  This modifier changes all accesses of a field to a volatile read or write.  Richter discourages its use because most accesses of fields do not need to be volatile and it hurts performance on a modern CPU like the IA64.  Also, the C# compiler prevents passing a volatile field by reference.  See pp. 626-627.

Microsoft adopted a memory model that represents a compromise between performance and cache coherency and designed the IA64 JIT compiler to this model.  In this model, all writes are volatile, ensuring that main memory is always up to date.  Reads, however, are volatile only if VolatileRead is called or the field is marked as volatile.  This is a stronger memory model than that encoded in the ECMA standard and is, therefore, consistent with it.  However, to ensure portability, Microsoft is trying to get ECMA to update the standard to adopt the stronger memory model.
See p. 628.
Richter urges the use of the Interlocked class or thread synchronization classes instead of volatile reads and writes because they avoid cache coherency issues on all platforms.

The Interlocked class defined in the System.Threading namespace offers the fastest methods for manipulating shared fields in a thread safe way.  All thread synchronization classes used its methods internally.
The methods of Interlocked have several overloads and a generic version is available that works with any reference type.  These methods require object references that represent properly aligned memory addresses.  This is an issue only for a structure to which the StructLayout(LayoutKindExplicit) has been applied and fields to which the FieldOffset attribute has been applied.  See pp. 628-630.
Every object, including each Type object, has a sync block index field.  A sync block index is a structure with the same fields as the Windows CRITICAL_SECTION structure.  The CLR maintains a dynamic array of sync block structures and uniquely assigns one – via an index into the array – the first time it is needed for thread synchronization.  Of course, the assignment is done by the CLR in a thread safe manner.  The array of sync blocks is managed like a pool for memory efficiency and when all thread synchronized accesses on an object are complete, its sync block is released for use by another object.  See pp. 630-632.
Never take a lock on “this” because outside code can take a lock on it also, risking problems, including deadlock.  Similarly, never take a lock on the Type object returned by the typeof() operator.  The safest practice is to create a private instance field dedicated to synchronizing access to instance fields and a private static field dedicated to synchronizing access to static fields.
Unfortunately, the CLR takes a lock on the Type object when calling a type constructor, i.e., static constructor.  Also, applying the MethodImpl(MethodImplOptions.Synchronized) attribute to a method causes it to take a lock on the instance object if an instance method or take a lock on its Type object if a static method.
Always use a reference type field for synchronization purposes.  Passing a value type variable to Monitor.Enter forces the variable to be boxed.  Monitor.Exit replicates the process, but different instance objects are locked and unlocked.  The C# compiler prevents passing a value type variable to the lock method.

See pp. 633-639.  See p. 637 for a more detailed discussion.
Richter discusses the famous double check locking technique.  It is useful on unmanaged platforms and languages that lack a type constructor for implementing a lazily initialized singleton class.  It is not a concern with the .Net framework.  See pp. 639-642.
The ReaderWriterLock class, defined in the System.Threading namespace, is flawed.  Entering and exiting a lock are very slow, even in the absence of contention.  Preference is given to readers when a write operation is complete.  The purpose of the class is to support the scenario of few writers and many readers.  Writers should be given preference to ensure that the target of the writing is kept up to date and that writers are not starved by contention with many readers.  Finally, it supports recursion.  The thread that enters it must be thread that exits it.  Therefore, it does not asynchronous programming.  Wintellect offers a replacement for this class as part of its freely downloadable power threading library.  See pp. 642-643.
The last sections covers the use of Windows kernel objects from managed code.  Richter’s test show that using kernel objects for thread synchronization take about 33 times as much CPU time as the Monitor class’s methods.  

The WaitHandle class is defined in the System.Threading namespace.  It is an abstract class, encapsulating a Windows kernel object.  It implements IDisposable and a call to close invokes the Windows API function CloseHandle.
The following is the hierarchy of concrete classes derived from WaitHandle:

Mutex

Semaphore

EventWaitHandle

AutoResetEvent

ManualResetEvent

See pp. 643-648.

